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Why search weight-six bivariate-bicycle codes? Motivation

Finite-length QLDPC design goals
Sparse stabilizer measurements.
Nonzero encoding rate at practical lengths.
Large logical distance with bounded check
weight.
A reproducible way to discover strong
candidates.

Why BB codes?
Two sparse bivariate polynomials automatically
generate a commuting CSS pair, while three terms
in each polynomial give weight-six checks.

The search challenge
Polynomial support choices grow
combinatorially.
A selected base can be enlarged by
directional covers.
Each cover adds discrete monomial-shift
choices.
Distance evaluation is much more
expensive than rank or collision screening.

Central question
Can Q-learning propose useful weight-six BB bases for a

controlled cover search?

BB motivation and related constructions: [1]-[6]. Machine-learning code search: [7]-[11].
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BB construction and notation Background

The quotient ring is

𝑅ℓ,𝑚 = 𝔽2[𝑥, 𝑦]/(𝑥ℓ − 1, 𝑦𝑚 − 1).

The two three-term polynomials are

𝑃 =
3

∑
𝑖=1

𝑥𝑎𝑖𝑦𝑏𝑖, 𝑄 =
3

∑
𝑗=1

𝑥𝑐𝑗𝑦𝑒𝑗.

Let 𝑀𝑃 and 𝑀𝑄 be their binary multiplication matrices. Then

𝐻𝑋 = [𝑀𝑃 𝑀𝑄], 𝐻𝑍 = [𝑀T
𝑄 𝑀T

𝑃], 𝐻𝑋𝐻T
𝑍 = 0.

The code parameters are

𝑛 = 2ℓ𝑚, 𝑘 = 2ℓ𝑚−2 rank(𝐻𝑋), 𝑑 = min(𝑑𝑋, 𝑑𝑍),

and are written [[𝑛, 𝑘, 𝑑]].

Six monomials per check

𝑃1 𝑃2 𝑃3

⇓

𝑄1 𝑄2 𝑄3

Three terms in each polynomial give
check weight at most six.
Data degree is bounded by six.
𝑘 is even in this scalar BB template.
Covers preserve the same weight
bound.

Standard scalar-BB commutation and parity identities are recalled from [1] and [6].
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Two-stage construction procedure Method overview

1. Q-learning mutates
three-term supports of

𝑃 and 𝑄
⟹

2. Evaluate rank,
collisions, and

screened distance
⟹

3. Lift selected bases
through directional
covers and shifts

⟹
4. Certify finalists

and simulate selected
constructed codes

Stage 1: base discovery
Tabular Q-learning explores the discrete
support space of two three-term polynomials.
It proposes bases and maintains screened
archives.

Stage 2: cover discovery
For each selected base, the method considers
all requested cover factorizations and
monomial shifts, then certifies a shortlist.

Important attribution: all cover spaces reported in the paper are small enough to be
exhaustively enumerated; only the base supports are attributed to Q-learning.
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Stage 1: tabular Q-learning for BB bases Learning notation and settings

Define the symbols
𝐶𝑡 =
(𝑃𝑡, 𝑄𝑡)

Current weight-six base candidate.

𝑧𝑡 Discrete binned state.
𝑎𝑡 Selected support-mutation action.
𝑅𝑡 Reward after evaluating the new candidate.
𝑄(𝑧, 𝑎) Learned value of action 𝑎 in state 𝑧.
𝛼, 𝛿 Learning rate and discount factor.

𝑄(𝑧𝑡, 𝑎𝑡) ←(1 − 𝛼)𝑄(𝑧𝑡, 𝑎𝑡)

+ 𝛼 (𝑅𝑡 + 𝛿 max
𝑎′

𝑄(𝑧𝑡+1, 𝑎′)) .

𝜖-greedy support mutations
Explore with probability 𝜖; otherwise select
the largest Q-value. Actions can

change one exponent;
replace one support point;
exchange points between 𝑃 and 𝑄;
restart randomly or from the archive.

3000 × 60 training steps
(𝐾0, 𝐷0) = (12, 6); 𝛼 = 0.10; 𝛿 = 0.95; 𝜖 ∶
0.35 → 0.05. 𝐾0, 𝐷0 are target dimension and
distance.

Related RL-based quantum-code optimization: [7]-[10].

©MERL 2026 5



Candidate evaluation, reward, and provenance What reaches the learner?

Evaluator output

Eval(𝐶) = (𝑛, 𝑘, 𝑟𝑋, 𝑟𝑍, 𝑑scr, 𝑑ex, 𝜏).

𝑟𝑋, 𝑟𝑍 are exact ranks; 𝑑scr is a bounded screening value;
𝑑ex appears only after exact certification; 𝜏 records timeout or
abort.

𝑑eff =
⎧
⎨⎩

𝑑ex, exact certificate available,
𝑑scr, otherwise.

Every archive entry stores the provenance of 𝑑eff; only 𝑑ex
is printed as exact.

Quality terms

𝐵 = 1{𝑘 ≥ 𝐾0, 𝑑eff ≥ 𝐷0}, 𝑆 =
𝑘𝑑2

eff
𝑛

.

If 𝑚(Δ) is ordered-difference multiplicity,

𝐶bad = ∑
Δ≠0

max{0, 𝑚(Δ) − 1}.

Implemented rewards

𝑅base = 8𝑘 + 180𝑑eff + 15𝑑2
eff + 𝐵 − 2𝐶bad,

𝑅cov = 2500𝑆 + 10𝑘 + 100𝑑eff + 𝐵.
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Directional covers: shifts and voltage order Stage 2 notation

A cover size ℎ is factorized as ℎ = 𝑎𝑏, where 𝑎 scales 𝑥 and 𝑏
scales 𝑦:

𝑅𝑎ℓ,𝑏𝑚 = 𝔽2[𝑥, 𝑦]/(𝑥𝑎ℓ − 1, 𝑦𝑏𝑚 − 1), 𝑛ℎ = ℎ𝑛.

A monomial receives a voltage label (𝑠, 𝑡):

𝑥𝑢𝑦𝑣 ⟼ 𝑥𝑢+ℓ𝑠𝑦𝑣+𝑚𝑡, (𝑠, 𝑡) ∈ 𝐺ℎ = ℤ𝑎 × ℤ𝑏.

For a base collision Δ𝑃(𝑖, 𝑖′) = Δ𝑄(𝑗, 𝑗′), define

Ω = (𝜆𝑃,𝑖 − 𝜆𝑃,𝑖′) − (𝜆𝑄,𝑗 − 𝜆𝑄,𝑗′) ∈ 𝐺ℎ.

Lifted collision closure

Ω = 0
Closes after one traversal in the

starting sheet.

Ω ≠ 0
Closes after ord𝐺ℎ

(Ω) traversals.

Voltage order is a local cycle-lifting di-
agnostic, not a distance formula.

Standard voltage-lift closure: [6].
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Distance screening is not exact certification Distance methodology

For a CSS code,
𝑑𝑋 = min{wt(𝑒) ∶ 𝐻𝑍𝑒T = 0, 𝑒 ∉ row(𝐻𝑋)},

𝑑𝑍 = min{wt(𝑒) ∶ 𝐻𝑋𝑒T = 0, 𝑒 ∉ row(𝐻𝑍)}.

1. Bounded screening
Weights through 5 for bases and 9

for covers.
Output: 𝑑scr

2. Shortlist
Rank using 𝑑eff, 𝑘, and archive rules.

Only finalists proceed.

3. Exact certification
Prove lower weights infeasible in
both sectors and return witnesses.

Output: 𝑑ex = min(𝑑𝑋, 𝑑𝑍)

Exactmeans: both searches finish, exclude every smaller weight,
and produce explicit logical operators at the reported weight.

A timeout 𝜏 is never exact; it retains only
screening evidence or a bound.
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Representative weight-six BB cover families Constructed code parameters

Family Base ℎ = 2 descendant ℎ = 3 or 4 descendant Largest listed descen-
dant

A [[42, 10, 4]] [[84, 10, 6]] [[126, 10, 10]] (ℎ = 3) [[168, 20, 6]] (ℎ = 4)
B [[60, 8, 6]] [[120, 8, 10]] [[240, 8, 18]] (ℎ = 4) [[360, 8, 24]] (ℎ = 6)
C [[42, 6, 6]] [[84, 12, 6]] [[126, 6, 12]] (ℎ = 3) [[168, 24, 6]] (ℎ = 4)
D [[62, 10, 4]] [[124, 10, 8]] [[186, 14, 10]] (ℎ = 3) [[372, 14, 16]] (ℎ = 6)

[[126, 10, 10]]
Strongest compact exact row
identified in the selected list.

[[126, 6, 12]]
Same length with lower dimen-
sion and larger distance.

[[360, 8, 24]]
Largest reported distance
among the representative de-
scendants.

These are constructions found in the stated search domain. The paper makes no best-known claim at matched (𝑛, 𝑘),
check weight, or certification budget.
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Decoder illustration: 186- and 144-qubit codes [[186, 14, 10]] and [[144, 12, 12]]
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QBP, T = 100-[[186,14,10]]
QBP, T = 1000-[[186,14,10]]
BP-OSD-10, T = 32-[[186,14,10]]
QBP, T = 100-[[144,12,12]]
QBP, T = 1000-[[144,12,12]]
BP-OSD-10, T = 32 -[[144,12,12]]

Curves
QBP: 𝑇 = 100 or 1000.
BP-OSD-10: order-10
post-processing, 𝑇 = 32.

BP-OSD-10 lies below the
corresponding QBP curves
for both plotted codes.

Descriptive only: different code
parameters and no matched
compute or statistical budget.

Figure supplied with the manuscript; decoder settings follow its caption.
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Decoder illustration: two length-126 codes [[126, 10, 10]] versus [[126, 6, 12]]
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QBP, T = 100-[[126,10,10]]
QBP, T = 1000-[[126,10,10]]
BP-OSD-10, T = 32-[[126,10,10]]
QBP, T = 100-[[126,6,12]]
QBP, T = 1000-[[126,6,12]]
BP-OSD-10, T = 32 -[[126,6,12]]

Fixed length
Both have 𝑛 = 126.
[[126, 10, 10]] encodes
more qubits.
[[126, 6, 12]] has larger
distance.

The [[126, 6, 12]] BP-OSD-
10 curve is lowest, illustrat-
ing the rate-distance trade-
off.

No trial counts or confidence
intervals are supplied; this is not an
equal-budget test.

QBP uses 𝑇 ∈ {100, 1000}; BP-OSD-10 uses 𝑇 = 32.
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Takeaways and next steps Takeaways

Established

Q-learning generated weight-six
base supports.
Exhaustive covers produced the
listed descendants.
Screening, bounds, timeouts, and
exact certificates are separated.
Exact examples include
[[126, 10, 10]] and [[126, 6, 12]].

Not established

Causal Q-learning advantage over
random, greedy, or annealing
search.
Cover-stage RL or voltage-reward
benefit.
Best-known status.
Equal-budget decoder superiority.

Next decisive tests

Matched random, greedy, and
simulated-annealing baselines.
Larger nonenumerated covers
using 𝑄cov and 𝑄pow.
Complete certificate and runtime
archives.
Trial counts, confidence intervals,
and matched decoder budgets.

Separate learned base discovery from exhaustive cover attribution, and screening from exact certification.

©MERL 2026 12



References References cited in the presentation

1. S. Bravyi et al., “High-threshold and low-overhead fault-tolerant quantum
memory,” Nature, vol. 627, pp. 778–782, 2024.

2. P. Panteleev and G. Kalachev, “Quantum LDPC codes with almost linear
minimum distance,” IEEE Trans. Inf. Theory, vol. 68, no. 1, pp. 213–229,
2022.

3. A. Leverrier and G. Zémor, “Quantum Tanner codes,” in Proc. IEEE FOCS,
2022, pp. 872–883.

4. M. Wang and F. Mueller, “Coprime bivariate bicycle codes and their
layouts on cold atoms,” Quantum, vol. 10, Art. no. 2009, 2026.

5. Z. Liang, K. Liu, H. Song, and Y.-A. Chen, “Generalized toric codes on
twisted tori for quantum error correction,” PRX Quantum, vol. 6, Art. no.
020357, 2025.

6. B. C. B. Symons, A. Rajput, and D. E. Browne, “Sequences of bivariate
bicycle codes from covering graphs,” arXiv:2511.13560, 2025.

7. H. P. Nautrup, N. Delfosse, V. Dunjko, H. J. Briegel, and N. Friis,
“Optimizing quantum error correction codes with reinforcement learning,”
Quantum, vol. 3, Art. no. 215, 2019.

8. A. Y. He and Z.-W. Liu, “Discovering highly efficient low-weight quantum
error-correcting codes with reinforcement learning,” arXiv:2502.14372,
2025.

9. B. C. A. Freire, N. Delfosse, and A. Leverrier, “Optimizing hypergraph
product codes with random walks, simulated annealing and
reinforcement learning,” arXiv:2501.09622, 2025.

10. M. Moradi, V. Nourozi, S. Habib, and D. G. M. Mitchell, “Learning to decode
quantum LDPC codes via belief propagation,” arXiv:2603.10192, 2026.

11. J. Cruz-Benito, A. W. Cross, D. Kremer, and I. Faro, “Evolutionary discovery
of bivariate bicycle codes with LLM-guided search,” arXiv:2606.02418,
2026.

©MERL 2026 13


	Motivation
	Search method
	Results
	Conclusion

