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Highlights . Visual Question Answering (ScienceQA)

m Lightweight alignment: inference-time SLOP pairing LLaVA 1.5 7B with synthetic proxy reward of varying accuracy

methods provide a flexible alternative or LLaVA 1.5 7B
complement to costly reinforcement learning.

B Reward hacking risk: over-optimizing an
imperfect proxy reward can degrade
performance on the true task objective.

m SLOP: we combine generative and reward
models as a Sharpened Logarithmic Opinion
Pool with signed weights.

m Calibrated robustness: a small gold or
verifiable calibration set learns when to trust,
ignore, or invert proxy signals.
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Tempered and Tilted Alignment
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We consider the tempered KL-regularized objective 0.60 4
o o( | ) = argmaxE, . [Br(z,y)+(a—1)logp(y | 2)]—KL(r(- | z)|p(- | =)). ° ”? vy Reward Accuracy. o -
In principle, the optimal policy is given by m Tuned (o, 3) with 200 to0 [ We'g,hi_b** 7
) p(y | ) exp(Br(z, y)) samples to optimize T e et A N e
7Toz,5<y | x) = C : balance between VLM : -
_ P and imperfect proxy. 2 g

B o acts as an inverse temperature Qn the reference .mcl)de!. m Worse-than-chance zc_::_""“'“'""""""""',’

m o = 1 recovers standard KL-regularized reward maximization. proxies inverted by 8 < 0. 5| a

m 3 controls the strength and direction of reward tilting. m Ablation (o = 1,3 > 0) is —7-5-.,+.b_,,_/‘/

m 5 < 0 allows an anti-aligned proxy reward to be inverted. basically HedgeTune [3]. 0% 02 0a 06 05 1o

Proxy Reward Accuracy

Equivalently, with ¢.(y | ) o exp(r(x,y)) denoting alignment distribution,

sy x) o< ply | 2)%q,(y | 2) = exp (alogp(y | x) + Blogq,.(y | z)), :
” T ( U ) Math Reasoning (GSM8K)
revealing tempered-and-tilted alignment as a logarithmic opinion pool [1].

SLOP ensembles (m = 4) LLMs to answer math reasoning questions
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Generalizing Temper/Tilt Leads to SLOP 0.7

Logarithmic-pooling perspective naturally extends to multiple generative e —
and/or reward experts, where each expert contributes a score,

s.(z,y) = logp;(y | =), for a generative model,
c ri(x,y), for a reward model.
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Sharpened Logarithmic Opinion Pool of m experts, with weights w € R™,

eXp (Zzl w; $;(, y))
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. . . ’ . —— SLOP Hard Selection
Unlike classical LOP, weights need not be nonnegative nor sum to one: — BoN (Gemma318)., < _
BoN (Qwen3 0.6B) A Yl
i1 I — - BoN (Qwen2 1.5B) TR i
m large positive w; sharpens a reliable expert, | 7 o tawenz 1o e
B w, ~ (0 suppresses a weak expert, T pon {agaregated rewarc) T
B negative w, can invert an anti-aligned expert. e " n e - T - i
Number of Samples
Approximate Inference-Time Sampling m Tuned SLOP weights w € R* with 200 question-answer pairs.
Exact samoling of 7 is aenerallv intractable m Calibrated SLOP ensemble stably improves with more samples, and
PiNg w15 9 Y ' outperforms Best-of-/NV (BoN) with various reward models.

However, we extend Soft-BoN [2] for approximate sampling:

m Sample n candidates v, ...,y, ~ p;(: | ) and select among them with
m ) Summary and Takeaways

T Yj | 2) o exp (2 w;$i (2, ;) = 51(2,9;) m Temper + Tilt Lead to SLOP: inference-time alignment with

where weight (w; — 1) since candidates sampled from reference model p, . reference-model temperature plus proxy reward tilting generalizes to a
weighted logarithmic ensemble of generative and reward experts.

. . . m Calibration: mitigate reward hacking by tuning expert weights
SLOP Weight Calibration (reflecting reliability) with a small set of gold/verifiable samples.

Calibrate weights on a small set with gold/verifiable reward g by maximizing m Diversity: correlation of expert errors plays a key role (see arXiv).
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H Lightweight tuning of m weights w E [Rm, while models remain frozen. [1] Heskes, “Selecting weighting factors in logarithmic opinion pools”, NeurlPS, 1997 .

B Inference uses calibrated SLOP Weights, without access to g. [2] Verdun et al., “Soft Best-of-N Sampling for Model Alignment”, IEEE ISIT, 2025.
[3] Khalaf et al., “Inference-Time Reward Hacking in Large Language Models”, NeurIPS, 2025.
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