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Abstract
Anomaly detection systems are increasingly embedded in real-world monitoring pipelines, yet
they typically produce only a scalar score, leaving operators without the context needed to act.
We propose an explanation framework that attributes anomaly scores to interpretable acoustic
features. Given an anomalous sample, a trained sparse autoencoder decomposes its anomaly
score into per-feature contributions; these features are then linked to semantic attributes via
linear probes trained on machine operating condition metadata and validated through coun-
terfactual interventions in the latent space. We demonstrate the approach for unsupervised
machine sound anomaly detection on the DCASE2025 Task 2 benchmark, achieving perfor-
mance comparable to state-of-the-art detection systems and providing human- interpretable
explanations of anomalous behaviour.
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Abstract—Anomaly detection systems are increasingly embedded in
real-world monitoring pipelines, yet they typically produce only a
scalar score, leaving operators without the context needed to act. We
propose an explanation framework that attributes anomaly scores to
interpretable acoustic features. Given an anomalous sample, a trained
sparse autoencoder decomposes its anomaly score into per-feature
contributions; these features are then linked to semantic attributes via
linear probes trained on machine operating condition metadata and
validated through counterfactual interventions in the latent space. We
demonstrate the approach for unsupervised machine sound anomaly
detection on the DCASE2025 Task 2 benchmark, achieving performance
comparable to state-of-the-art detection systems and providing human-
interpretable explanations of anomalous behaviour.

Index Terms—anomaly detection, explainability, sparse autoencoders,
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1. INTRODUCTION

Anomaly detection in audio is the task of distinguishing normal
operational states from anomalous or faulty conditions [1]. In industrial
settings, early detection can prevent costly equipment failures, reduce
downtime, and improve safety, motivating sustained research in
anomalous sound detection (ASD) for machine condition monitoring,
for which the DCASE challenge [2]–[5] has become the primary
benchmark. ASD presents several inherent challenges. First, training
data typically consists only of normal recordings, as deliberately
inducing anomalies requires damaging machinery or waiting for
natural failures, and natural occurrences are too infrequent to cover
the full diversity of failure modes. Second, real-world factory audio
is inherently noisy, requiring embeddings that are simultaneously
sensitive to subtle machine failures and insensitive to changes in
acoustic conditions [6].

Recent advances in self-supervised learning have produced powerful
pre-trained audio foundation models (e.g., BEATs [7], [8], EAT [9],
CLAP [10]) that encode rich acoustic representations and generalize
across tasks without task-specific fine-tuning [11]. For ASD, such
models offer clear advantages: robustness to domain shifts and noise
through large-scale pretraining on diverse audio corpora, and reduced
reliance on labelled target-domain data [12]–[15]. However, this
generality comes at a cost: pre-trained embeddings serve as black-
box representations, collapsing complex acoustic information into
fixed-dimensional vectors. Anomalies are flagged as distance scores
between embeddings, but operators receive no insight into which
acoustic properties deviated from normal operation or why the system
raised an alert. In safety-critical industrial settings where costly
maintenance decisions follow anomaly alerts, this opacity is untenable.
The disconnect between model decisions and human understanding
undermines operator trust and complicates root-cause diagnosis of
failures.

To address this gap, we investigate sparse autoencoders (SAEs) [16],
which decompose learned representations into sparse, interpretable
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latent features. SAEs learn an overcomplete basis by mapping
embeddings into a high-dimensional latent space, in which dimensions
are encouraged to align with interpretable semantic or acoustic
concepts via a sparsity constraint. By enforcing sparsity (generally via
ℓ1 regularization or Top-K activations), SAEs encourage each latent
feature to activate selectively in response to specific input patterns,
making individual features human-interpretable [17], [18]. SAEs have
proven effective for interpretability in vision [19], [20] and natural
language processing [17], [21]–[23], with recent applications in audio
understanding [24]–[26]. However, their systematic application to pre-
trained audio embeddings for industrial anomaly detection, particularly
in decomposing anomaly signals into actionable acoustic insights,
remains unexplored. SAE latent dimensions, if properly learned from
pre-trained embeddings of normal machine sounds, should align with
meaningful acoustic phenomena (e.g., mechanical signatures, spectral
shifts, frequency modulation patterns), consistent with findings in
audio SAE [24], [25]. By decomposing anomalies through these
interpretable features, operators could understand not only that an
anomaly occurred but also which acoustic changes triggered the alert,
enabling verification, diagnosis, and justified confidence in automated
decisions.

In this paper, we apply sparse autoencoders to pre-trained audio
embeddings for interpretable anomaly detection in industrial machine
condition monitoring. Our approach (i) learns a sparse, interpretable
basis from pre-trained embeddings of normal machine sounds, (ii)
decomposes the anomaly score into semantic components, revealing
which sparse features deviate from normal operation, and (iii) validates
identified features through counterfactual interventions, confirming
their functional role in anomaly detection.

2. BACKGROUND
2.1. Anomaly Detection via Pretrained Audio Encoders
We follow the GenRep [13] pipeline, in which audio samples x ∈ RT

are converted to mel spectrograms, divided into non-overlapping square
patches of size p, and fed through a BEATs [7] encoder. We extract
latent representations from the intermediate layers and pool over the
temporal axis to obtain time-invariant, per-frequency embeddings:

h =
1

T

T∑
t=1

gt ∈ RF×C , (1)

where g = BEATs(x) ∈ RT×F×C , and in h each row corresponds
to a frequency band and C is the channel dimension.

During inference, an anomaly score for test sample embedding h
is computed by comparing against a reference set Href of normal
training embeddings. We use the density-normalized nearest-neighbor
score of [12], which has proven effective at overcoming domain shift
in recent DCASE challenges:

A(htest | Href) := min
h∈Href

d(htest,h)∑
hr∈NR(h) d(h,hr)

, (2)
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where d(h,h′) := ∥vec(h) − vec(h′)∥22 is the squared Euclidean
distance and NR(h) denotes the R-nearest neighbors of h in the
reference set. The denominator estimates local density: a test sample
scores high if it is far from the training cloud relative to how densely
packed that cloud is around its nearest neighbor.

2.2. SAE Design and Training
We train a k-sparse autoencoder (SAE) [16] with a group structure on
the pooled representations h. The SAE processes each frequency band
as a group. Each group is independently processed through a shared
encoder WE ∈ RL×C and decoder WD ∈ RC×L. Weight-sharing
across F bands substantially reduces the parameter count relative to
a monolithic SAE, enabling stable training in the low-data regime
of anomalous sound detection. For each machine type, we have only
1000 samples, and the input embedding dimension would be 6144
for the flattened BEATs representation, resulting in SAE models with
millions of parameters. With the shared encoder–decoder architecture,
we reduce the parameter count by a factor of F = 8 and effectively
increase the number of training vectors by the same amount, since each
channel vector is processed independently. Critically, per-band sparse
codes also preserve the natural structure of spectrograms: because
acoustic anomalies could manifest as frequency-localized deviations,
separate codes per band allow the SAE to isolate which frequencies
drive an anomaly.

For each frequency band i ∈ {1, . . . , F} with channel vector
hi ∈ RC :

fi = TopKk ([WEhi + benc]+) ∈ RL, (3)

ĥi = WDfi ∈ RC , (4)

where L ≫ C, TopKk(·) retains only the k largest activations
(zeroing the rest), and [·]+ denotes ReLU.

We minimize squared Euclidean reconstruction error, keeping the
SAE loss consistent with the distance metric d used in anomaly scoring.
To prevent the issue known as “dead latents,” a common failure mode
under top-k sparsity where some features are never selected in the
entire dataset, we add the ghost-gradients-like auxiliary loss presented
in [17]. This loss component routes gradients through the top kaux

latents that are not in the top-k, thereby preventing collapse. The full
objective is:

J(h,WE ,WD) :=

F∑
i=1

d(hi, ĥi) + α

F∑
i=1

d(ei, êi) , (5)

where ei := hi−ĥi is the per-band reconstruction residual, f aux
i ∈ RL

is the sparse code restricted to the kaux highest activations outside
the top-k for band i, êi := WDf aux

i is the reconstruction of the
sparse code, and α balances the auxiliary term. Encoder weights are
initialized as WE = W⊤

D; decoder columns are kept at unit norm
via gradient projection during optimization.

3. GENERATING EXPLANATIONS
3.1. Feature Attribution via Distance Decomposition
A natural quantity to explain is the distance between an anomalous
sample and its closest normal embedding, which directly reflects the
anomaly score defined in Section 2. Given an anomalous embedding
hanom and its closest normal embedding hnorm ∈ Href, we encode both
through the group-structured SAE. For each frequency band i, this
yields sparse codes f anom

i , f norm
i and reconstructions ĥanom

i , ĥnorm
i . We

define per-band differences:

∆hi := hanom
i − hnorm

i , ∆ĥi := ĥanom
i − ĥnorm

i , (6)

∆ei := ∆hi −∆ĥi, (7)

where we also have ∆ĥi = WD∆fi and ∆fi := f anom
i − f norm

i . The
total anomaly score decomposes additively over frequency bands as

d(hanom,hnorm) =

F∑
i=1

∥∆hi∥22. (8)

To attribute this distance to individual SAE features, we expand
the reconstructed difference ∆ĥi as a sum of rank-one terms,

∆ĥi = WD∆fi =

L∑
j=1

∆fi,j wD,j , (9)

where wD,j is the j-th column of WD . Taking the squared norm
and collecting terms gives

∥∆ĥi∥22 =

L∑
j=1

∆fi,j w
⊤
D,j∆ĥi =:

L∑
j=1

ci,j , (10)

which defines the per-feature contribution ci,j . By construction, {ci,j}
exactly partitions ∥∆ĥi∥22: a large positive ci,j indicates that feature j
pushes the anomalous reconstruction away from the normal one along
wD,j , and a negative ci,j indicates that its decoder direction points
away from the anomalous deviation, reducing the overall reconstructed
distance.

The relationship between the reconstructed and raw distances
follows from expanding the residual:

∥∆hi∥22 = ∥∆ĥi∥22 + 2∆ĥ⊤
i ∆ei + ∥∆ei∥22, (11)

so the contributions {ci,j} explain ∥∆hi∥22 only up to the cross-term
2∆ĥ⊤

i ∆ei and the squared residual ∥∆ei∥22. While these terms are
small for normal samples, which lie near the training distribution,
their magnitude for anomalous samples depends on how well the SAE
generalizes beyond it.

To measure how well the reconstructed-space decomposition
approximates the raw distance, we use

R2
decomp = 1−

∑
i

(
∥∆hi∥22 −

∑
j ci,j

)2∑
i∥∆hi∥42

. (12)

High R2
decomp indicates that the cross-term and residual are negligible.

Therefore, the contributions {ci,j} faithfully approximate ∥∆hi∥22,
and the identified features can be trusted as genuine drivers of the
anomaly.

3.2. Assigning Attributes to SAE Features
To associate SAE features with interpretable acoustic attributes, we
train a separate linear probe per acoustic attribute on SAE activations.
For each sample, we parse recording metadata into discrete concept
labels: for each attribute c, we have a set of classes Yc. Each class
denotes an attribute realization, such as a specific car ID, operating
speed, or domain. For every concept c, we fit an ℓ1-regularized
multinomial logistic regression probe:

pc(y | fi) = Softmax(Wcfi + bc)y, y ∈ Yc, (13)

where fi ∈ RL is the normalized SAE activation for each frequency
band of a given recording. We train the probes on normal recordings,
fit them separately for each concept, and evaluate them on a held-out
test set.

We rank SAE features within each (c, y) pair by weight magnitude
in Wc, yielding for each feature index j a set of concepts and classes
for which it is most predictive. This mapping is used downstream to
attach semantic labels to the highest-contributing features identified
by the attribution scores ci,j . Within a specific concept, the same
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Fig. 1: Tradeoff between sparsity and relevant metrics computed for Layer 11. From left to right: anomaly detection performance, R2
decomp, and average F1

drop across machines. In the central panel, “A” and “N” indicate Anomaly and Normal, respectively.

feature can correlate with different classes. In this case, we use the
class with the highest weight.

3.3. Counterfactual Interventions

To validate that the attributed features are functional drivers of the
anomaly, we perform targeted interventions in the sparse latent space.
Given codes f anom and f norm, we identify a top-k′ feature set Ik′

based on |c·,j |. We construct a counterfactual code by replacing those
features with their normal-sample values:

f cf
i,j =

{
f norm
i,j j ∈ Ik′ ,

f anom
i,j otherwise.

(14)

Decoding f cf through the decoder yields ĥcf. We measure the resulting
distance reduction:

∆dk′ =
d(ĥanom, ĥnorm)− d(ĥcf, ĥnorm)

d(ĥanom, ĥnorm)
. (15)

If the identified features are functional drivers of the anomaly, ∆dk′

should increase monotonically with k′: replacing more top-contributing
features with their normal values should progressively close the gap
between the counterfactual and normal embeddings.

4. EXPERIMENTS

We run our evaluation on the DCASE 2025 Task 2 benchmark [5],
which comprises 15 machine types, split into source and target domains
that differ in acoustic conditions. Models are evaluated using AUC
aggregated according to the official protocol. Audio is resampled
to 16 kHz and encoded through a pretrained BEATs model1; the
reference set Href contains embeddings for all training samples of the
matching machine type. We use R=16 nearest neighbours for density
normalization [13], SAE latent dimension L=2048, auxiliary loss
weight α=0.1, and kaux=128. We evaluate on BEATs layers 11 and
12 following [14], varying sparsity k ∈ [20, 512] to study its joint
effect on detection performance, explanation reliability, and probe
semantic quality.
Anomaly detection. We compare our pipeline against the raw BEATs
baseline to confirm that the SAE explanation layer introduces no
degradation in detection performance.
Explained anomaly score and counterfactual interventions. We
report R2

decomp across anomalous test samples to assess decomposition

1BEATs_iter3_plus_AS2M_finetuned_on_AS2M_cpt1.pt

faithfulness, then verify contribution rankings via counterfactual
interventions against a random-ranking baseline.
Semantic quality of the probes. We report the F1 gap between
probes trained on SAE activations versus raw BEATs embeddings;
a modest drop would confirm that top-contributing features carry
genuine acoustic meaning.

5. RESULTS
5.1. Anomaly Detection
Fig. 1 (left panel) shows mean ASD performance as a function of
sparsity for layer 11. On the development set, performance decreases
steadily with increasing sparsity: at 85% and 80% sparsity, the overall
hmean reaches ≈ 0.618, then declines modestly but consistently at
higher sparsity levels. At 99% sparsity (i.e., only 20 features are non-
zero), performance drops to 0.602, consistent with the reconstruction
error increase at high sparsity. The evaluation set shows a similar,
slightly more pronounced trend: the overall hmean peaks at ≈ 0.594
for 80%–85% sparsity and then gradually degrades, falling to 0.566
when all coefficients are retained. Crucially, peak performance remains
comparable to the raw BEATs baseline (0.594 on eval, 0.6239 on dev),
confirming that the SAE explanation layer introduces no meaningful
performance degradation.

The gap between development and evaluation remains relatively
stable across sparsity levels (∆ ≈ 0.03) and matches the baseline gap,
suggesting the SAE does not introduce additional dataset sensitivity
beyond that of the baseline. Beyond 85% sparsity, both curves degrade
gradually without sharp discontinuities, indicating that moderate-to-
high sparsity levels remain informative for anomaly detection.

A similar pattern emerges on layer 12: development performance
reaches ≈ 0.627 overall hmean at sparsity coefficients between 80%
and 90%—higher than layer 11, though slightly below the layer
12 baseline of 0.6293. The development-to-evaluation gap is again
approximately 0.03. Overall, layer 12 underperforms layer 11 on the
evaluation set, with a baseline score of 0.5776.

5.2. Explained Distance
We evaluate how SAE sparsity affects representational fidelity by
measuring mean R2

decomp across a range of sparsity levels (75–99%),
shown in Fig. 1 (central panel). Reconstruction quality degrades
gracefully across the moderate sparsity regime. At 75% sparsity,
the sparse SAE accounts for approximately 90% of the distance
between embeddings, and this fidelity is broadly maintained up to
95% sparsity, where R2

decomp remains above 0.6. Beyond 95% sparsity,
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Fig. 2: Counterfactual intervention analysis. Contribution-based ranking (solid
lines) closes the anomaly-to-normal distance substantially faster than random
feature selection (dashed lines), in both dense reconstruction (h) and sparse
embedding spaces (SAE f ).

the explained distance collapses sharply to values slightly below zero.
Negative R2

decomp values indicate the decomposition performs worse
than predicting the mean, rendering attributions unreliable.

The four evaluation conditions, anomaly-vs-normal and normal-vs-
normal pairs on both Dev and Eval splits, track one another closely
across all sparsity levels, confirming that observed degradation reflects
general reconstruction quality rather than sparsity-induced disruption
specific to anomalous structure. Results are qualitatively similar across
layers, though layer 11 exhibits slightly steeper mid-range degradation
than layer 12 (not shown).

Having established 90% sparsity as a reasonable operating point,
we now validate the feature-attribution rankings using counterfactual
interventions. We find that a sparsity value of 90% strikes a reasonable
balance across all three criteria. At this level, Fig. 2 plots the mean
relative distance reduction as a function of k′, the number of features
intervened upon. Across both the dense reconstruction space and
the sparse embedding space, contribution-based ranking substantially
outperforms random selection. With contribution-based ranking in
the reconstruction space, roughly 75% of the distance is closed
by intervening on only ∼125 features (∼60% of active features),
compared to under 40% for random selection in the same space.
Distance reduction proceeds faster in the reconstruction space than
in the sparse-embedding space for both strategies, mainly because
contributions are computed directly in the dense latent space, making
them more informative for ranking there. In fact, when contributions
are randomly sampled, the gap between reconstruction and sparse
latent space becomes smaller. All four curves converge to a reduction
of 1.0 by k′≥2k, confirming that full distance closure is always
achievable.

5.3. Semantic Probing

Figure 1 (right panel) shows the probing F1 drop relative to the
dense BEATs baseline, averaged across all machines. Probes are
trained on normal recordings using majority voting across frequency
bands; concepts with fewer than 2 classes and classes with fewer
than 2 samples are excluded; class-weighted cross-entropy is used to
address label imbalance. We observe a steady degradation as sparsity
increases, from −3% at 75% sparsity to −7.7% at 95% sparsity,
followed by a sharp drop to −12% at 99% sparsity. The loss in the
final interval alone is comparable in magnitude to the cumulative
degradation across all preceding sparsity levels. The 75%–95% range
thus constitutes a graceful degradation regime in which substantial
compression is achievable with only modest semantic cost. This

contrasts with [24], where sparsity did not affect probing performance
in vocal-technique classification. Whether this reflects task-specific
factors, domain characteristics, or differences in the underlying encoder
warrants further investigation.

6. CONCLUSION
We proposed a framework for interpretable anomaly detection in
industrial machine sounds that attributes anomaly scores to sparse,
semantically meaningful features. Experiments on the DCASE 2025
data show that the SAEs are comparable to state-of-the-art pipelines
in detection performance. In the 75%–95% sparsity regime, R2

decomp

remains above 0.6, and counterfactual interventions confirm that
contribution-ranked features close roughly 75% of the anomaly-
to-normal distance by modifying only ∼61% of active features,
substantially outperforming random selection. Linear probes further
confirm that sparse features preserve the semantic structure of BEATs
embeddings with only modest degradation. Future work includes
extending the framework to other encoders and anomaly scoring
functions, and evaluating explanation quality through human-centered
studies with industrial operators.
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